
Stufte: A Campus Food Finder

Link to Visualization
http://lab.thegilby.com/projects/stufte/

Project Summary

Stufte is a visualization of restaurant data from Yelp's Academic 
Dataset. The interactive map allows students to choose between 28 
universities, look at Yelp review trends, and browse restaurants near 
campus. It displays star averages and review counts for businesses 
directly on the map, and allows users to filter by neighborhood and 
average ratings. The goal of the project is to demonstrate potential 
improvements to Yelp's map view and to help students find restaurant 
options around their respective campuses.

Motivation and Goals

Any student attending a university will eventually ask: what are the 
best restaurants located close to campus based on my preferences? 
The inquisitive students may ask how restaurants compare across 
universities, neighborhoods and business. We started this project with 
these questions in mind.

With the Yelp Academic Dataset, our group saw the potential to 
enhance what is arguably the most unfulfilled feature on Yelp. The 
site’s current maps are built on a slightly modified Google API. These 
maps fail to represent the incredible amounts of data available to Yelp. 
Ideally, maps should provide users with a graphical method of 
browsing that leads to an overall better interaction with Yelp’s services.

After defining an audience for the project with the aim of improving 
how Yelp users are able to review restaurant information, we set out to 
explore a new type of map augmented with interactive visualization.

About the Dataset

The data for our project is acquired from Yelp’s Academic Dataset. It 
includes data from businesses, reviews, and users for over 28 North 
American universities and the 250 businesses located in closest 
proximity to those universities. This resulted in a total of 2,498 
restaurants culled from the 7,000 businesses in the source dataset.

While advertised as an open dataset, some information was notably 
absent or inefficient for visualization. For example, no information 
about the relative cost of restaurants was provided in the data. 
Additionally, Yelp does not establish standardized categories for 
cuisine type, instead relying on unique local category names to 
indicate the style of food offered at a given location.  Another 
limitation is that the data is not representative of all businesses within 
a given radius of a university. For example, only businesses just south 
of the UC Berkeley campus were included in the dataset; thereby 
excluding restaurants beyond the 250 business threshold. Even without 
complete data, our team found opportunities to apply the available 
information in creative ways.

Competitive Analysis

For direct analysis, we referenced cartographic user interfaces familiar 
to the majority of online audiences—beginning with the Yelp map, 
which is based on the widely-used Google Maps API. For a functional 
analysis of how the map could display data from a macro-to-micro 
level, we referenced sites such as the Trulia crime maps [1], which 
makes use of k-means clustering to solve the issue of data point 
density. Beyond this, we searched out interactive visualizations which 
successfully combined both maps and chart data into their designs. 
TNS Global’s Mobile Life site [2] represented a model example of this 
approach.
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Our Approach

Our approach to this project was guided by course lectures and 
readings. The lecture on maps proved especially informative in 
framing our early discussions. In terms of readings, the paper Toward a 
Deeper Understanding of the Role of Interaction in Information 
Visualization references a set of taxonomic techniques for 
approaching interactive visualization. Prominent HCI researcher, Ben 
Shneiderman, distills these rules to: overview, zoom, filter, details-on-
demand, relate, history, and extract. Using these principles, we arrived 
at a visualization which unfolds per the reader’s objectives.

Additionally, although the focus of the final assignment is to visually 
represent data, we recognized user experience as being a vital part of 
how the information is communicated. We attempted to resolve both 
the aesthetic and functional aspects of the visualization by making 
optimized design decisions. For example, after exploring several 
landing page concepts, including the frequently-used U.S. map and an 
alphabetized list, we decided on the university logo grid. We found that 
this approach provides a filterable overview of all the universities in 
the dataset in one view while also creating a visually rich basis for 
initiating the interaction. This creates an immediate connection for 
students or alumni of those schools, giving them an obvious place to 
start their search. More examples of these decisions can be found in 
the next section.

We also decided to customize details of the interface such as markers, 
stars and logos. From previous assignments, we understood that 
continuity is an essential part of any visualization—whether static or 
dynamic. Creating a visual vocabulary for specific elements was time 
well invested.

Lessons & Challenges

We believe the measure of a successful project is to employ the 
instruments of visualization in a manner that offers readers a clear and 
compelling story while also revealing the data in new, and sometimes 
surprising, ways. Giving the reader the appropriate tools to research 

their perspective based on valid data is where the strengths of 
information visualization are best applied. Stutfe aims to offer these 
opportunities, in aggregate, across 28 universities.

Perhaps the largest challenge our team faced was working within the 
boundaries of the data. In some instances, the limited data prevented 
us from taking the visualization in directions which would have led to 
richer comparisons. At the same time, this forced us to focus our 
attention on the information we had available. The data also presented 
technical challenges. The dataset was large enough that it was difficult 
to manage in tools like Excel and Tableau. In order to try out most 
potential visualizations, we generally had to manipulate the data in 
Python first, making exploration fairly time-consuming. For example, 
splitting out rating distributions and star ratings by school required 
more work than we initially expected.

Finally, coding and implementation held more challenges. We 
explored several mapping tools, including Polymaps, TileMill, 
CloudMade, Google Maps, and others. We ultimately settled on Leaflet 
(with tiles from Mapbox), which provided a lot of the functionality we 
were looking for. However, we realized there were some interactions 
and concepts in our sketches/iterations that stretched beyond the 
scope of what we could code (for example, custom-drawn 
neighborhood boundaries).

Opportunities

An opportunity for future improvements would be to obtain a 
complete dataset from Yelp or, more ideally, an API for live data 
directly from their site. For example, a full listing of all businesses 
within a .5 mile radius of UC Berkeley would expand the scope of 
potential restaurant comparisons—and more accurately represent the 
true variety of options available to students. As such, we consider this 
visualization a proof-of-concept and would welcome the opportunity 
refine the work based on availability of additional data.

We would also like to explore other rating systems such as Michelin 
and Zagat, provided we could obtain the necessary data.
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Sketches, Iterations, & Design Decisions

The following section is an overview, in increasing orders of fidelity, of 
the iterations which informed our final results. This work is 
representative of a process where individual sketches were provided 
for further refinement in group work sessions. All team members 
contributed visual concepts to the final product. 

Team Members

Arthur Che
Gilbert Hernandez
Michael Hintze
Ryan McAdam

Technical Notes

Data: Yelp Academic Dataset
http://www.yelp.com/academic_dataset/

Maps: Leaflet
http://leaflet.cloudmade.com

Tiles: Mapbox
http://mapbox.com

Charts: Raphaël
http://raphaeljs.com

Footnotes

1. http://www.trulia.com/crime/
2. http://www.tnsglobal.com/mobile-life/map/global/feature/apps/

both
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Clockwise from upper left:

Defining the project goals.

Early landing page sketch 
with U.S. map.

Further landing page 
explorations with drill 
down sketches.

Early logo grid sketches. 

From these early 
whiteboard sketches, we 
developed the basic ideas 
for our visualization. We 
discovered that 
universities were a useful 
entry point, and explored 
the views we wanted for 
our maps. Listing out 
various views and pieces of 
information helped us 
decide what to include and 
what to leave out.
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Clockwise from upper left:

Clustering by university on 
a country-level map.

Various sketches of how we 
could visualize 
distributions of ratings by 
day of the week, stars, and 
time of the year.

Here, we were exploring 
how we could represent 
universities, and also what 
kind of visualizations we 
could make with our date 
data. A lot of our early 
ideas did not work out 
when we plugged in actual 
data. In particular, ratings 
over time tended to flatten 
out into straight lines, 
revealing little useful 
information. Star 
distributions proved more 
compelling, and we ended 
up leaning towards those 
on both the main page and 
the map views.
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Clockwise from upper left:

Sketches of potential map 
overlays and filters.

Mockups of star rating 
slider and category 
filtering.

Mockups of maps with 
restaurant markers, 
distribution overlays, and 
sample review data.

Exploration of clustering at 
higher-level views.

We went through many 
iterations of what we 
should show on our maps. 
After exploring the 
limitations of our dataset, 
we realized that our 
country-level and city-level 
maps did not actually show 
anything useful. We 
decided to jump straight to 
closer zoom levels around 
campuses - business 
markers were plentiful, but 
not overwhelming. If we 
had access to full Yelp data, 
higher level views and k-
means clustering would be 
more applicable.
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Clockwise from upper left:

Mockups of university grid 
based on ratings.

Chart of schools by average 
stars.

Framework for university 
logo grid and homepage.

Mockup of university logos 
and hover effects.

Clustering in Leaflet.

Alternative logo grid based 
on university seals.

After our feedback/critique 
session in class, we really 
focused on the university 
as a starting point. We 
found that displaying some 
overall visualizations by 
school worked well in 
conjunction with our map 
interactions. We tweaked 
the amount of information 
being overlaid at once, and 
gradually tried to strike a 
balance between simple 
infographic-style 
visualizations and freedom 
to explore the map.


